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ABSTRACT

In the last decade, a large market for location-based ser-
vices and geospatial applications has emerged. Multiple
cartographic providers propose their visualization tool for
displaying points of interests. However, the data describ-
ing spatial entities is often incomplete and contradictory
from one provider to another, thus limiting further appli-
cations such as geospatial data mining. Recent works in
entity matching tackle this issue by discovering correspon-
dences between spatial entities that refer to the same real
world location. To evaluate and compare these works, we
propose GeoBench, a tool which facilitates the building of a
benchmark for spatial entity matching.

Categories and Subject Descriptors

Information Systems [Data management systems]: In-
formation Integration; Information systems [Information
systems applications|: Spatial-temporal systems
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1. INTRODUCTION

Location-based services (LBS) are daily used in various
applications, and cartographic providers play an essential
role in displaying points of interest (POI) such as restau-
rants, hotels, and tourist places. A provider usually repre-
sents a POI using a spatial entity. The diversity and the
multiple interconnections between cartographic providers is
a source of noisy data [DPS98]. For instance, two providers
may have incomplete and/or contradictory data for the same
POI. This noise has a negative impact when users need
to find reliable and relevant information. Besides, it con-
strains innovative research studies such as geospatial data
mining and analysis. Recent entity matching approaches
aim at tackling this issue by discovering correspondences
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between spatial entities which refer to the same POI. Some
approaches may only consider the spatial information to de-
tect correspondences [SKS*10] while others exploit multi-
ple criteria (e.g., name, type) to compute a similarity be-
tween two spatial entities [O1t07]. It is also possible to use
training data for setting weights when averaging similarities
computed by various measures [SGV06]. Such empirical ap-
proaches require a validation step, traditionally performed
by experiments on real-world data.

To the best of our knowledge, there is no benchmark for
evaluating spatial entity matching approaches. Indeed, the
datasets used in the papers are not made fully available, for
instance because of confidentiality issues [KSGO7]. A few at-
tempts are provided, such as this dataset about restaurants’.
Yet, they cannot be exploited for various reasons. Some of
them are not challenging (e.g., a simple equality metric ap-
plied to the phone numbers in the restaurant dataset discov-
ers all the correct corresponding entities). Besides, a spe-
cific dataset may be required, for instance to include all POI
types (e.g., restaurants, museums, mountains) or all entities
from a given area. This lack of benchmark does not facilitate
a fair and accurate comparison between the different spa-
tial matching approaches. Besides, building an expertised
dataset is costly in terms of human effort. We also argue
that the properties of a dataset are useful, both for under-
standing why an entity matching approach is (not) effective,
and for using appropriate training data when needed.

For those reasons, we believe that a benchmark for spa-
tial entity matching is necessary. Thus, we present our tool
GeoBench which assists users in building such benchmark
by facilitating the discovery and the integration of corre-
sponding spatial entities. The contributions in this paper
are threefold: (i) algorithms for discovering correspondences
between spatial entities, detecting the differences between
corresponding entities, and merging them (ii) a tool named
GeoBench which implements the aforementioned algorithms
to help users building a benchmark, and (iii) a demonstra-
tion scenario for end-users to obtain a useful map showing
their favourite places with complete and validated informa-
tion resulting from the integration of different providers.

2. DESCRIPTION OF GEOBENCH

A spatial entity, which refers to a POI, is described with a
set of attributes. We distinguish the primary attributes
(identifier, name, type and coordinates) which are usually
required for most providers and the secondary attributes
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(e.g., address, phone number, website). A correspondence
between two spatial entities means that these entities refer to
the same POI. In our context, a benchmark is a set of pairs
of entities, which have been expertized and tagged either as
correct (i.e., a correspondence) or as incorrect. The rest of
the section explains how GeoBench builds such benchmarks.

2.1 Overview of the tool

GeoBench’s goal is to help users building a benchmark
for evaluating spatial entity matching. We have designed
GeoBench as a Web-based application so that it can run on
various systems. It is accessible at the following URL:
http://geobench.liris.cnrs.fr/

Figure 1 illustrates the processes involved in GeoBench.
The tool takes as input a source entity ¢ (selected by the
user or at random) and a parameter  (the maximal number
of potentially corresponding entities proposed by the tool for
each provider). Given these two inputs, GeoBench queries
the cartographic providers using a blocking algorithm (see
Section 2.2). For each provider, it obtains a set of k po-
tentially corresponding entities for the source entity ¢. The
matching algorithm is in charge of ranking the potentially
corresponding entities to propose the correct one at the top
(see Section 2.3). Next, we apply the algorithm for detecting
the differences between the attributes of potentially corre-
sponding entities (see Section 2.4). The potentially corre-
sponding entities and the detected differences are presented
to the user for validation. When the validation is done, the
integration algorithm enables a semi-automatic merging of
the corresponding entities, i.e., those which have been val-
idated as correct (see Section 2.5). The user has the pos-
sibility to modify the attribute values suggested during the
merging.

The whole process can be repeated by choosing new pa-
rameters (a source entity ¢ and a value k). Thus, many
merged entities can be generated and finally displayed on a
customized map. At the end, this dataset is available as a
SQL script and can be used as a benchmark with well-known
evaluation metrics such as precision and recall [BBR11]. In
the next parts, we focus on describing the four main algo-
rithms at the core of GeoBench (blocking, matching, detect-
ing differences and integrating).

2.2 Blocking Algorithm

Each provider owns millions of spatial entities. A block-
ing algorithm aims at quickly identifying a subset of entities
among all those available. In our context, the blocking al-
gorithm needs to select a few entities which likely represent
the parameter . Intuitively, we could perform the blocking
based on the coordinates of the source entity ¢ and include
all entities within a radius. Yet, this is not sufficient for
two reasons. First, even a small area (e.g., city centres)
may contain thousands of entities, thus limiting the bene-
fit of the blocking. Besides, largest POIs such as mountain
ranges or parks may have their coordinates either in the
center of the POI or at one of the entrance. GeoBench per-
forms the blocking based on the spatial aspect, which is later
refined according to the POI type or the POI name. More
precisely, we define the blocking area by using the POI coor-
dinates and a radius. The radius value depends on the POI
type. For restaurants or hotels, the radius value is set to "50
meters" while it is equal to "500 meters" for a park. Note
that this value could be adjusted or learned using the bench-

mark. Within this blocking area, we first need to obtain all
entities which have the same type than ¢. Each provider
has its own hierarchy of labels for representing the existing
types of POI. For instance, the "lodging" type for Google
Maps corresponds to the "accommodation” type for Here.
Except for Bing and TomTom which both have hierarchies
containing hundreds of types, an alignment has been manu-
ally produced between the hierarchies of the other providers.
This alignment enables us to run a first blocking query based
on the type and area. Similarly, the second query obtains
all entities of the blocking area whose name shares a token
with ¢’s name. The result of the blocking is the union set
of the two previous queries. This limited set of potentially
corresponding entities can now be compared with the source
entity ¢ using state-of-the-art matching techniques.

2.3 Matching Algorithm

The blocking algorithm has constrained the number of
entities to be matched, and the matching process aims at
computing a confidence score between each of those selected
entities and the initial source entity ¢. Note that we focus
on the data level (entity matching), i.e., the matching at the
schema/ontology level is out of scope. Although the study
of schema matching and ontology alignment has generated
many tools and approaches, the schemas of cartographic
providers are sufficiently small and static to be manually
matched. Currently, we also exclude POIs represented with
a polygon. However, most providers still represent large
POIs with a point, thus our algorithm is able to match them.

The challenge of the matching algorithm is to produce
relevant confidence scores for ranking entities resulting from
the blocking process. A confidence score close to 0 means
that an entity is totally dissimilar to the source entity ¢. A
confidence score equal to 1 indicates that both entities are
equivalent, according to the matching algorithm. Contrary
to the blocking algorithm, which quickly identifies poten-
tial corresponding entities using three attributes, the match-
ing algorithm is based on sophisticated but costly similarity
measures applied to all attributes.

To compute the confidence score, we compute similarity
values between the attributes of a blocked entity and those of
the source entity ¢. Let us describe the different attributes
and how we compare them. The coordinates of two enti-
ties are compared according to the Euclidean distance. The
least distance between both entities, the closer to 0 the sim-
ilarity value for coordinates is. The Levenhstein measure
is applied between the names (or titles) of each entity.
This similarity measure computes the number of operations
(e.g., adding a character) to transform a first string into the
second string, and it is normalized into the range [0,1]. It
has been demonstrated that the Levenhstein measure is the
most effective with regards to other string similarity mea-
sures [SGVO06]. Using other types of similarity metrics could
improve the results of the matching between two names, but
the metrics based on a dictionary/ontology (e.g., Resnik) or
on the analysis of bag of words (e.g., Jaccard) are costly
in terms of computation. Besides, using several metrics to
match the same attribute involves a new problem for com-
bining smartly the different similarity values. The attributes
corresponding to the concept phone number and website
are also matched using the Levenhstein measure. The ad-
dress attribute requires a pre-processing step to normalize
the different formats. Comparing each of the individual ele-
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Figure 1: Overview of the processes involved in GeoBench

ments of an address (e.g., postcode, city, street name) would
have the same drawback as using several similarity measures,
i.e., it would be necessary to combine the individual simi-
larity values into a global score for the address attribute.
Thus, we decide to merge the individual elements of an ad-
dress into one normalized element?, so that the Levenhstein
measure can be applied. The main advantage of such nor-
malization is that a difference in the postcode value or in
the street number value (which are common mistakes) does
not strongly affect the similarity computed between two ad-
dresses. The last attribute, namely type, is crucial because
it enables the limitation of the search space during the block-
ing process (see Section 2.2). The manual alignment of the
type’s hierarchies facilitates the computation of a similarity
value between two types. Our similarity measure is inspired
by Resnik’s similarity, which consists in detecting the com-
mon matching ancestors of two concepts [Res99]. Other at-
tributes are mainly specific to a given domain (e.g., "type
of meal’, "opening hours"). Since we want GeoBench to be
generic, such attributes are not used.

When all the individual scores have been computed, we
need to compute the confidence score. A weighted average
is traditionally used for combining the individual similar-
ity values. GeoBench also combines them with this tech-
nique and it provides more weight to the most important
attributes. Indeed, the secondary attributes such as phone
or address may be missing for a provider. Thus, we tune
their weight to one-third, while the primary attributes have
a weight equal to two-thirds. A decision step is finally re-
quired to select the correspondences, i.e., the entity which
corresponds to . Various methods such as a threshold or
the top-K enables this automatic selection [BBR11]. In our
context, proposing the top-K correspondences to the user is
the most relevant choice because the user has to manually
verify these suggested correspondences. Besides, it is easier
for an end-user to tune a parameter related to a number of
propositions to be validated (k in our case) rather than tun-
ing a mysterious threshold value. At the end of the matching
process, GeoBench outputs for each provider an ordered list
of at most k entities which are ranked according to their
confidence score, and the user validates those entities which
may correspond to the source entity ¢.

2.4 Detecting differences

This step aims at classifying the terminological and spa-
tial differences between the attributes of two entities. For
instance, the attribute ’city” has a value equal to "Dallas”
for the source entity ¢, and the same attribute of a corre-
sponding entity has a value "Dallas, TX". Although both
character strings are not identical, the concept represented

2The normalization of the address is as follows: street num-
ber, street name, postcode, city, country.

by both values is the same (the city of Dallas, Texas). In that
case, there should not be a difference between the two values.
The motivation for identifying these differences is threefold.
First, remind that the datasets built with GeoBench are
used for testing spatial entity matching algorithms. Thus,
it is important to be able to characterize a dataset: one
may contain only entities from a specific type while another
includes many corresponding entities with totally different
names. Secondly, the user validates all suggested entities, in-
cluding the incorrect ones. When a spatial entity matching
algorithm makes errors (false positives and false negatives),
it is useful to have clues about the reason(s) which caused
these errors. The detection of differences is a first step to-
wards the understanding of errors by indicating which at-
tribute(s) of the correspondence led to an error. Last, many
spatial matching algorithms rely on machine learning tech-
niques [O1t07, SGV06]. The selection of training data is a
complex issue, but information about possible differences is
helpful in this case.

The detection of differences is mainly based on the similar-
ity values computed between two attributes. For instance,
the coordinates are considered different when the Euclidean
distance reaches a given threshold (depending on the POI
type). Two terminological attributes (e.g., names, phones)
are suggested to be different when their similarity value com-
puted with Levenshtein measure is below a threshold. This
detection process of the differences can be improved using
statistics for instance, but we rely on the expertise and pref-
erences of the user, who validates all suggested differences.

2.5 Integrating Corresponding Entities

After user validation, GeoBench offers the possibility to
merge corresponding entities into a new integrated entity.
This integration is a common task in applications such as
crisis management, datawarehousing or mashup creation.
The integration process relies on the discovery of correspon-
dences, and it aims at generating an integrated entity. The
main issue is to select the values for each attribute of the
integrated entity. Usually, there is not a single solution,
and it may depend on user preferences. Yet, it is interest-
ing for a benchmark to evaluate if merging algorithms make
the same choice as an expert. Thus, GeoBench includes a
process for determining which value is the most suitable for
each attribute of the integrated entity. Our intuition is to
propose the value which is the less dissimilar to others. To
compute this dissimilarity, we use the Levenshtein score, i.e.,
the number of operations needed to transform a string into
another. The idea consists of adding all Levenhstein scores
of a given value, since each of these scores reflects a degree of
dissimilarity with another value. Consider three correspond-
ing entities from Geonames, Here and Google Maps with
respective titles "Eiffel Tower", "58 Tour FEiffel” and "Tour



Eiffel”. The Levenshtein score between "Fiffel Tower" and
"58 Tour Eiffel" equals 12, the score between "Fiffel Tower"
and "Tour Eiffel” is 11 and the transformation of "58 Tour
Eiffel” into "Tour FEiffel" requires 4 operations. The dissim-
ilarity score of the value "Fiffel Tower" is therefore equal
to 23 (12 + 11), the dissimilarity score of "58 Tour Eiffel”
equals 16 and the one for "Tour Eiffel”is 15. In this example,
GeoBench suggests to the user the integrated value with the
minimal dissimilarity score ("Tour Eiffel”). A specific case
is for the coordinates attributes, which has no meaning as a
character string. Thus, we use the same idea applied to the
distance in meters. The suggested value is the one which
is the closest to all other values. Users are free to modify
the value suggested by our algorithm. When the merging is
finished, all integrated entities are shown on a map. Users
can download data about the corresponding and the inte-
grated entities in SQL format so that they can be used for
benchmarking entity matching approaches.

3. DEMONSTRATION SCENARIO

This section describes the use case which will be demon-
strated at SIGSPATTAL. GeoBench is useful for researchers
in data integration for constructing spatial entity matching
benchmarks, but we have chosen to present a scenario inter-
esting for end-users, namely the generation of a customized
and complete map. Currently, we consider one provider as
the source (Geonames, the largest database of place names),
on which users select a source entity. Next, GeoBench dis-
covers, for the source entity, the corresponding entities on
the target providers. We currently offer two target providers
(Google Maps and Here). In addition to online testing of
GeoBench, we also provide a video tutorial and a few screen-
shots of this demonstration scenario®.

Zoey plans to travel to Dallas, Texas. To obtain complete
and accurate information about the hotels in Dallas, she uses
GeoBench. She queries for "Dallas" with POI type equal to
"lodging". The maximum number of results by provider is
set to 5 because Zoey is confident in the quality of the tool.
The first suggestion on Geonames is "Hyatt Regency Ho-
tel", which is conveniently located for Zoey. However, the
source provider does not specify the phone number and the
address for this hotel. GeoBench runs the matching pro-
cess using the algorithm detailed in Section 2.3 and it first
suggests potentially corresponding entities for the provider
Here. Zoey quickly confirms that the single proposed entity
(with a confidence score at 67%) corresponds to the POI
"Hyatt Regency Hotel". Note that the differences between
the Geonames entity and the Here entity are also computed,
but they are not useful in this scenario. Zoey validates this
entity as the corresponding one for the Here provider. Luck-
ily, she now knows the full address because it is provided by
Here. But Zoey still does not have the phone number of the
hotel. She runs the matching for the Google Maps provider
and GeoBench displays one entity with a confidence score
at 48%. Although this score is not high, the proposed en-
tity is the one for "Hyatt Regency Hotel" and it includes
the phone number and the website. She can now start the
merging process to integrate all information from the three
providers into a single complete entity. GeoBench lets Zoey
decide which values should be included in the integrated en-
tity, but it facilitates the choice by preselecting values based

3http://geobench.liris.cnrs.fr/help.html

on the algorithm described in Section 2.5. Once the merg-
ing step is done, GeoBench displays the integrated entity
on a map (currently using Google Maps). Zoey can repeat
the process for adding more locations (e.g., other hotels,
restaurants) to obtain a customized map with her favourite
places. Note that for benchmark construction, the results of
the integration is available as a SQL script too.

4. CONCLUSION

In this paper, we have proposed GeoBench, which facili-
tates the building of benchmarks for spatial entity matching.
It is based on a simple but effective matching algorithm, and
it enables the detection of differences between the values of
attributes from different entities as well as the merging of
these values. During the demo session, users will be able to
search for their favourite locations, check and validate sug-
gested corresponding entities from other providers, merge
their information and visualize the result of this integration
process on a new customized map. The scenario described
in the paper strongly advocates for tools such as GeoBench.
On the three providers, none of them has complete infor-
mation about the "Hyatt Regency Hotel": Geonames only
includes the name, Here provides the correct address of the
hotel and Google Maps shows the phone number and the
website, but an incomplete address. Thus, our tool is a ben-
efit for end-users, but also for researchers in GIS, data clean-
ing, data integration and machine learning. As a perspec-
tive, we intend to build a benchmark composed of datasets
with specific properties so that spatial entity matching al-
gorithms can be compared using the same baseline.
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