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Abstract. In this paper, we propose a blind watermarking algorithm for
3D meshes. The proposed algorithm embeds spectral domain constraints
in segmented patches. After aligning the 3D object using volumetric mo-
ments, the patches are extracted using a robust segmentation method
which ensures that they have equal areas. One bit is then embedded in
each patch by enforcing specific constraints in the distribution of its spec-
tral coefficients by using Principal Component Analysis (PCA). A series
of experiments and comparisons with state-of-the-art in 3D graphics wa-
termarking have been performed; they show that the proposed scheme
provides a very good robustness against both geometry and connectivity
attacks, while introducing a low level of dis torsion.

1 Introduction

During the last decade, various 3-D watermarking methods have been developed.
Watermarking algorithms can be classified as being in the spatial domain [1,2,3]
or the frequency domain [4,5]; they also can be classified as relying on local
constraints [1] or as being statistical in nature [2,3]. A survey of existing 3D wa-
termarking algorithms was carried out in [6]. Most of the robust blind methods
developed so far are in the spatial domain. Methods in the frequency domain in-
clude those using wavelets as well as those using spectral decomposition [4,5]. The
spectral transform consists of the eigen-decomposition of the Laplacian matrix
for a given mesh. The resulting spectral coefficients consist of a unique represen-
tation. The spectral decomposition is reversible and the graphical object mesh
can be entirely reconstructed from the spectral coefficients. Spectral methods
were firstly introduced in graphics by Karni and Gotsman [7] for the purpose of
mesh compression. Ohbuchi [4] proposed a non-blind method to embed water-
marks in the spectral domain based on Karni’s analysis. Lavoué et al. [8] and
Cotting et al. [9] improved Ohbuchi’s algorithm for subdivision mesh and point
sampling distributions, respectively. All these algorithms use the low-frequency
coefficients as the message carrier and are non-blind. Blind and robust spectral
domain watermarking have been proposed in [5,10,11]. The algorithm described
in [10] has a very low bit-capacity while a set of specific constraints are enforced
onto the distributions of spectral coefficients for information embedding in [11].

The advantage of the spectral domain mainly relies in the fact that the
watermark information is spread over the object in such a way that it is very hard



to determine its presence, thus increasing its security. Usually, existing spectral
domain algorithms are not that robust as the spatial domain algorithms. Another
disadvantage for spectral domain watermarking is the computational complexity
required for the eigendecomposition of the Laplacian matrix corresponding to
meshes containing a large number of vertices, which is actually the case with
most graphical objects [11].

In this paper we propose a novel robust blind spectral watermarking method
which consists of applying spectral decomposition locally, in well defined patches
of the graphical object. The proposed methodology has the following stages.
Firstly, the object is robustly aligned along the principal axis calculated using
the analytic volumetric moments. Then the object is decomposed into patches
(i.e. connected spatial regions) of equal areas defined along the first and sec-
ond principal axes. Lastly, the spectral analysis is performed on each patch and
the spectral coefficients are extracted. The watermark insertion is done by em-
bedding specific constraints in the distribution of the spectral coefficients. The
constraints are enforced by an embedding function which relies on the principal
component analysis (PCA) of the spectral coefficients. The distribution of the
spectral coefficients is constrained to a sphere when embedding a bit of zero
and to a squashed ellipsoid when embedding a bit of one. The reminder of this
paper is organized as follows. In Section 2 we describe the volumetric method for
aligning the 3D graphical object, while in Section 3 we describe the algorithm
for generating the equal area patches. In Section 4 the spectral graph theory is
briefly introduced, while Section 5 gives the details of the proposed watermark
insertion and extraction based on spectral coefficients analysis. The experimen-
tal results and comparison with the state of the art are provided in Section 6,
while the conclusions of this study are drawn in Section 7.

2 Robust object alignment

We propose to use a robust alignment scheme called volume moment alignment
which was proposed in [12]. The volume moments of a 3D object are defined as:

Mpqr =
∫ ∫ ∫

xpyqzrρ(x, y, z)dxdydz (1)

where p, q, r are moment orders, and ρ(x, y, z) is the volume indicator function
(it equals to 1 if (x, y, z) is inside the mesh and to 0 otherwise). For a triangular
face fi = {vi1,vi2,vi3} = {(xi1, yi1, zi1), (xi2, yi2, zi2), (xi3, yi3, zi3)} on a mesh
object, the moments are defined as :

Mfi

000 = 1
6 |xi1yi2zi3 − xi1yi3zi2 − yi1xi2zi3 + yi1xi3zi2 + zi1xi2yi3 − zi1xi3yi2|

Mfi

100 = 1
4 (xi1 + xi2 + xi3) ·Mfi
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10 (x2
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2 ) ·Mfi

000

(2)
In fact it corresponds to the moment of the tetrahedron linking this face to the co-
ordinate system origin. The global moments of a mesh are obtained by summing



these elementary moments over all the facets (with the appropriate contribution
sign). The complete set of explicit volume moment functions can be found in
[13]. The object centre is defined as µ = (M100/M000,M010/M000,M001/M000),
and the 3×3 matrix of the second order moments of the 3D object is constructed
as:

Ψ =

M200 M110 M101

M110 M020 M011

M101 M011 M002

 (3)

The principal axes of the object are the eigenvectors obtained by applying
eigendecomposition to the covariance matrix Ψ:

Ψ = WT∆W (4)

where ∆ = {δ1, δ2, δ3} is the diagonal matrix containing the eigenvalues assum-
ing δ1 > δ2 > δ3 and W = [w1 w2 w3]T is the matrix whose columns are
the eigenvectors of Ψ. The eigenvalues {δ1, δ2, δ3} characterize the extension of
the object along its principal axes whose directions are defined by the corre-
sponding eigenvectors. In order to define a unique alignment, we propose two
constraints. Firstly, the three axes must conform the right hand rule such that
the direction of the third axis will be well defined as the cross product of the first
two. Furthermore, the valid alignment satisfies the condition that the third order
moments M300 and M030 of the rotated object are positive. By following these
constraints the principal axis alignment is unique [12] and much more robust
than the alignment produced by the moments using the vertex coordinates.

3 Object patch generation

Watermarking in spectral domain owns a series of advantages including increased
watermark key security and good watermark imperceptibility. However, as shown
in [11], the application of blind spectral watermarking is limited to rather small
graphical objects due to the high computational complexity requirements of
spectral decomposition for large meshes. In this study in order to apply the
spectral algorithm to a large 3D object, we propose to split it into segments (i.e.
spatial regions) so that each segment is used for carrying one bit of message.
Note that one segment can be used to embed more than one bit, but in this
paper, we only embed one bit for the sake of aiming for the highest robustness.
After aligning the graphical object as described in Section 2 we trim away, for
the further watermark embedding usage, the ends of the object as defined along
its principal axis w1. In this way we increase the watermark security. Then the
trimmed object is split into layers which are defined by planes perpendicular to
w2, the second principal axis. Finally, the vertices and triangles in each layer
are divided into connected patches of equal area in a direction along the first
principal axis w1. All these steps are detailed below.

Let us consider xmax and xmin the maximum and minimum value along the
first principal axis w1. α ∈ [0, 1/2] is a value generated by the secret key which is
used for trimming the extremities of the object. We define two boundary values



x1 and x2 on the line, passing through the object center and in the direction of
the first principal axis w1, such that:{

Bmin = (xmax − xmin) · α+ xmin
Bmax = (xmax − xmin) · (1− α) + xmin

(5)

All the vertices whose x coordinates are outside this range, i.e., vx < Bmin and
vx > Bmax will be excluded from the watermark embedding process. Let us
define the trimmed object OT as:

OT = {v|Bmin ≤ vx < Bmax, ∀v ∈ O} (6)

The trimmed object area considered for watermarking, denoted as At, is defined
as the sum of all polygons, usually triangles, which are located on the surface of
the trimmed object OT .
OT is then split into κ layers defined by planes perpendicular on the second

principal axis, i.e. w2. κ is chosen as a function depending on the number of
bits M to be embedded and on the geometrical characteristics of the graphical
object such as its aspect ratio given by δ1/δ2 obtained from (4). Thus, there are
κ+ 1 boundary values defined as:

yi = ymin +
ymax − ymin

κ
· i (7)

where i = 0, . . . , κ. The vertices of the trimmed object are thus split into κ layers
and for each layer we have:

Li = {v|yi−1 ≤ vy < yi, ∀v ∈ OT } (8)

where i = 1, . . . , κ. These layers are then divided such that to obtain a set of N
patches of equal areas.

The desired area for each patch is calculated according to the following:

Ap =
At
N

(9)

where N > M and M is the number of bits to be embedded in the object. The
reason for which more patches are generated than the number of bits to embed
is because a segment may be eliminated if its area is smaller than a pre-defined
threshold while we also aim to increase the watermark security by deliberately
excluding certain patches. For example, the last patch of each layer is likely
to have an area smaller than Ap and thus if watermarked it may result into a
skewed distributed embedding capacity onto the 3D object surface.

Next, we sort all vertices of all layers Li in ascending order of their x co-
ordinates, i.e. along the first principal axis w1. Vertices are then iteratively
added into a patch from left to right of the sorted sequence; when the area Ap
is achieved for the current growing patch, a new patch is initiated. Let us de-
note Pj as the jth patch generated, where j = 1, . . . , N . The first M patches
P1, . . . ,PM are used for watermarking. The patches to be watermarked can be
picked up randomly according to the watermark key. This patch segmentation
mechanism is summarized in the Algorithm 1.



Algorithm 1 Patch Segmentation Algorithm
1: seg = 0; // Patch index
2: for i = 1 to κ do
3: Let V be the sorted sequence of ∀v ∈ Li in ascending order of the x coordinate
4: A = 0;
5: for j = 1 to |Li| do
6: vj = V[j];
7: Add vj into patch Pseg;
8: for all Neighbouring face f incident to vj do
9: if f is not processed and each vertex of f has been assigned to a patch

then
10: Calculate the area Ain inside the layer Li;
11: Increment the area accumulator A+ = Ain;
12: if A > AP then
13: seg + +; // Move to the next patch;
14: Move vj to patch Pseg

15: A = A−Ap // Residue area is assigned to the next patch
16: end if
17: end if
18: end for
19: end for
20: Mark all v in the last patch of the layer Li as −1.
21: end for

When one triangle is crossing several boundaries of layer planes, that triangle
will be split and only the area of its section which is within the layer Li will be
accounted into the current patch area. For example, as shown in Fig. 1, triangle
4ABC is located at the intersection of two different layers; Bmax indicates the
trimming boundary value. Only the area of the red region, i.e. polygon ADEF is
accumulated in the current patch area. Ideally, one segment should contain only
one compact 3D patch surface. However, if an object has a complex topology,
e.g. the graphical object contains many holes, one segment may include several
small and isolated patches. Watermarking such discontinuous patches will result
into visible distortions and may cause visible artifacts on the graphical object
surface following spectral watermarking. Therefore, those patches which contain
discontinuous areas that are smaller than a predefined threshold, resulting after
segmentation, are removed from the further watermark embedding process.

There are several advantages for the proposed layer segmentation algorithm.
Firstly, the patches generated using this algorithm are highly secure. As it can
be observed the percentage of the trimmed extremities is generated according
to a secret key and it is therefore impossible to recover the patches without the
knowledge of this secret key. By increasing the number of layers we are more
likely to achieve a superior patch compactness. Patches which are closer to a
square-like shape are more appropriate for spectral watermarking since they
provide higher area compactness and an increased connectivity which are both
desired by a watermark embedding procedure. On the contrary, if only one layer



is used, the algorithm splits the object into narrow strips which contain a lower
level of mesh connectivity. By adjusting the parameter κ, we therefore have the
flexibility to adjust the size and the shape of the patches.

According to the experimental results the proposed patch segmentation algo-
rithm is robust against most of the mesh attacks including additive noise, mesh
simplification and Laplacian smoothing. Moreover, the process of watermark-
ing the 3D object will have no influence on the graphical object segmentation
procedure in the detection stage. Such a robustness is a very strong asset for
a graphical object watermarking application. The proposed algorithm produces
patches with equal areas and each patch will carry only one watermark bit,
resulting into a high robustness. Two examples of patch segmentation for the
Venus head graphical object are illustrated in Figs 2(a) and 2(b), for one layer
and three layers, respectively. From these figures it is clear that three layers
segmentation produces more compact patches than a single layer segmentation.
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Fig. 1. An example of a mesh triangle splitting over different patches.

4 Spectral decomposition of mesh patches

A patch Pi consists of a set of vertices {vj , j = 1, . . . , |Pi|} where |Pi| is the
number of the vertices within the patch Pi, and a set of edges characterizing the
connectivity information. The Laplacian matrix Li is calculated as the differ-
ence between the degree matrix and the adjacency matrix and has the following
entries:

Lij,k =

 |N (vj)| if j = k
−1 if j 6= k and vj adjacent to vk
0 otherwise

(10)

where |N (vj)| represents the degree of the vertex vj (the number of neighbouring
vertices vk ∈ N (vj)). Then the Laplacian matrix is eigen-decomposed as :

Li = qTi Ωiqi (11)



(a) One layer κ = 1 (b) Three layers κ = 3

Fig. 2. Patch segmentation of the Venus head graphical object. The blue regions
represent the trimmed extremities along the first principal axis w1.

where Ωi is a diagonal matrix containing the eigenvalues of the Laplacian, and
qi is a matrix containing its eigenvectors. The eigenvectors of Li represent an
orthogonal basis and the associated eigenvalues are considered as frequencies. In
the following we assume that qi are sorted according to the ascending order of
their corresponding eigenvalues from the diagonal matrix Ωi. The spectrum is
provided by the projections of each vertex coordinate on the directions defined
by the basis function qi. The spectral coefficients Ci are calculated as:

Ci = qiVi (12)

where Vi is the set of spatial coordinates of the vertices of the patch.
The transformation is reversible and the patch vertices can be recovered as:

Vi = qTi Ci (13)

5 Watermarking using PCA of the spectral coefficients

5.1 Watermark Embedding

The spectral coefficients can be divided into “low frequency” and “high fre-
quency”. The low frequency reflects the large scale information of the 3D object
while the high frequency corresponds to the details of the object. Changing the
low frequency coefficients may result in severe deformation and the shearing of
the object. In contrast, changing the high frequency could introduce noisy ef-
fects on the object surface. In this paper, we propose to embed the watermark
in the high frequency coefficients so as to minimize the resulting object distor-
tion. In the following we consider the distribution of the highest 70% of the
spectral coefficients for watermarking. The high frequency coefficients for each



patch form a point cloud in the 3D space. The shape of this point cloud distri-
bution is described by using Principal Component Analysis (PCA). The mean
and covariance matrix of each set of points are calculated as:

µi =

∑n
j=1 Ci,j

n
(14)

Σi =
1
n

n∑
j=1

(Ci,j − µi)T (Ci,j − µi) (15)

where n is the number of frequency coefficients. The covariance matrix Σi is
decomposed as:

Σi = UT
i ΛiUi (16)

where Λ is the diagonal matrix containing the eigenvalues {λ1, λ2, λ3} where
we assume λ1 > λ2 > λ3. Ui is the transformation matrix whose columns
are the eigenvectors of Σi. The eigenvalues {λ1, λ2, λ3} determine the extension
(variance) of the point cloud along the axes defined by the eigenvectors. The
spectral coefficients of a patch are shown as a signal for the x axis in Fig. 3(a)
and as a 3D distribution in Fig. 3(b).

The watermark embedding method has three steps. Firstly, the point cloud of
spectral coefficients Ci is rotated such that its axes coincide with the orthogonal
axes defined by the eigenvectors:

Di = CiUi (17)
In this case the variances along the three axes are not correlated with each other.

The cloud of 3-D points of Ci is then “squashed” for embedding a bit of 1
and “inflated” to a sphere for embedding a bit of 0, by using the ratio between
the eigenvalues :

λ1

λk
= K

{
K > 1 for a bit of 1
K = 1 for a bit of 0 (18)

where k ∈ {2, 3}. In order to enforce these constraints, the variance along the
second and third axis is changed without affecting the variance corresponding
to the largest eigenvalue :

D̂i,k = Di,k

√
λ1

Kλk
(19)

where k ∈ {2, 3}, λ1 is the highest variance, corresponding to the cloud principal
axis, and D̂i,k represents the modified k component of the coefficient vector after
embedding the watermark. For embedding a ‘1’ bit, K is set to be larger than 1,
and for embedding a ‘0’ bit, K is set to be 1. Figs. 3(c) and 3(d), illustrate the
shape of the coefficients cloud after embedding a bit of 0 and 1, respectively.

The watermarked spectral coefficients of high frequency are reconstructed as:

Ĉi = D̂iUT
i (20)

Finally, we enforce the changes back to the watermarked coefficients Ĉi. The
reverse transformation of equation (13), using the watermarked coefficients Ĉi,
is used for recovering the geometry of each individual patch. The entire water-
marked graphical object is reconstructed by connecting back the patches with
each other in the reversal of the procedure from Section 3.



(a) Spectral coefficients (b) Ellipsoid of the original coefficients

(c) Ellipsoid with a bit of 1 embedded (d) Ellipsoid with a bit of 0 embedded

Fig. 3. Enforcing constraints into spectral coefficients of meshes.

5.2 Watermark extraction
The proposed spectral PCA watermarking detection stage does not require the
original object for retrieving the watermark. First of all, the mesh object is
aligned and segmented as explained in Sections 2 and 3 Then, we apply the
spectral analysis on each patch and extract the spectral coefficients in the same
way as proposed in Section 4. Finally, we calculate the ratio between the largest
and the smallest eigenvalues of the point cloud formed by the watermarked
coefficients and retrieve the information bit as :

if λ̂1

λ̂3
> T then bit = 1

otherwise then bit = 0
(21)

where T is a threshold which depends on the embedding level K.

6 Experimental results

The proposed 3D watermarking algorithm is applied on four different mesh ob-
jects: Bunny with 34, 835 vertices and 69, 666 faces, Horse with 67, 583 vertices
and 135, 162 faces, Buddha with 89, 544 vertices and 179, 222 faces and Venus
head with 134, 345 vertices and 268, 686 faces. Each object is split into N = 70
patches grouped into κ = 2 layers as described in Section 3 while embedding a
total of M = 64 bits. It can be observed that these objects contain many ver-
tices and faces but by splitting them into patches as explained in Section 3 we
reduce the required computational complexity for spectral watermarking. The
watermark algorithm parameters are set as: α = 0.1, K = 15 and T = 2.25, as



(a) Original (b) After embedding a bit of ’1’

Fig. 4. Spectral coefficients corresponding to the y axis component.

used in equations (5), (18) and (21), respectively. The spectral coefficients cor-
responding to the y axis coordinate, i.e. corresponding to the second component
eigen-vector, before and after watermarking are shown in Figs. 4(a) and 4(b),
respectively. It can be observed that the amplitude of the high frequency coef-
ficients is shrunk after watermarking a bit of ‘1’. High frequency modifications
only introduces small geometric distortions to the shape.

In Fig. 5 we experimentally examine the robustness of the equal area segmen-
tation method proposed in Section 3. The segmentation result on the original
object is shown in Fig. 5(a). The results obtained after considering additive
noise, mesh simplification and Laplacian smoothing are shown in Figs. 5(b),
5(c) and 5(d), respectively. For the simplification, we used the quadric error
metric software described in [14], while for the mesh smoothing we employed
the Laplacian filter proposed in [15] with a parameter λ = 0.2 and for 10 iter-
ations. The segmentation is consistent almost perfectly under the simplification
and the Laplacian smoothing. Some errors emerge at the leg of the horse under
the additive noise attack however most of the segments remain identical with
the original ones.

The proposed 3D graphics watermarking algorithm is compared with the
state-of-art robust algorithm proposed by Cho et al. in [3]. We denote by ChoMean
and ChoVar, the mean change and the variance change algorithms, described in
[3]. We set the watermark parameter α = 0.05 for the ChoMean and ChoVar
methods according to their embedding algorithm from [3].

The distortion introduced by our spectral watermarking algorithm is com-
pared objectively and visually. As the numerical objective comparison measure,
we use the MRMS proposed in [16]. The comparison of the visual distortions is
shown in Fig. 6, while the numerical results are listed in Table 1. From these
results it is clear that the algorithm proposed in this paper introduces less dis-
tortion than Cho’s algorithms for all four objects from both geometric and visual
points of view.

The robustness comparison results of the three algorithms against various
attacks such as additive noise, mesh simplification, quantization and Laplacian
smoothing are shown in Figs. 7 and 8, respectively. For smoothing, the robustness
results are basically similar for all three methods; our algorithm produces slightly



(a) Original (b) 0.5% additive noise

(c) 50% simplification (d) Smoothed after 10 iterations, λ = 0.2.

Fig. 5. Robustness of the segmentation method.

better results when using fewer smoothing iterations. Our algorithm is also bet-
ter than Cho’s algorithms for quantization attacks. However, the Cho’s results
are better when considering mesh simplification. Finally for additive noise, the
results are basically similar for all three methods for Buddha and Head objects,
while Cho’s algorithms demonstrate a higher robustness in the case of Bunny and
Horse objects. This comparison demonstrates the good trade-off of the proposed
method between the watermark robustness and the distortion. The proposed
algorithm introduces a lower distortion, both geometrically and visually, when
compared to the Cho’s methods at the price of a lower robustness for certain
attacks, while maintaining the same robustness for others.



(a) Original (b) Spectral (c) ChoMean (d) ChoVar

Fig. 6. Visual distortions introduced by different watermarking algorithms.

7 Conclusion

In this paper we propose a local blind spectral watermarking method for 3D
meshes. The 3D object is split into patches in order to minimize the required
computational complexity of the spectral decomposition. This segmentation al-
gorithm produces equal area regions and is robust to both geometry and con-
nectivity attacks. The watermark is then embedded by enforcing constraints
on the spectral coefficients corresponding to each patch. The spectral coeffi-
cient distribution corresponds to an ellipsoid when embedding a bit of 1 and to
a sphere when embedding a bit of 0. The proposed methodology provides in-
creased watermark security and was shown to produce minimal distortion in the
object shape, both from geometric and visual points of view. Extensive experi-
ments have shown that the proposed method provides a good trade-off between
distortion and robustness when compared with state-of-the-art spatial domain
methods.



Object Spectral ChoMean ChoVar

Bunny 1.91 4.95 2.29

Horse 0.43 0.87 0.54

Buddha 0.39 0.78 0.47

Head 0.10 0.25 0.15

Table 1. Geometric distortions measured by MRMS (×10−4).
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decomposition to compression and watermarking of 3D triangle mesh geometry.
Signal Processing: Image Communication 18(4) (2003) 309–319 1
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(a) Bunny (b) Horse

(c) Buddha (d) Head
Robustness to additive noise

(e) Bunny (f) Horse

(g) Buddha (h) Head
Robustness to mesh simplification

Fig. 7. Robustness to additive noise and mesh simplification.



(a) Bunny (b) Horse

(c) Buddha (d) Head
Robustness to bit quantization

(a) Bunny (b) Horse

(c) Buddha (d) Head
Robustness to mesh smoothing

Fig. 8. Robustness to quantization and mesh smoothing.


